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Abstract

Although unconstrained face recognition has been widely studied over recent years, state-of-the-art algorithms still result in an
unsatisfactory performance for low-quality images. In this paper, we make two contributions to this field: the first one is the release
of a new dataset called ‘AR-LQ’ that can be used in conjunction with the well-known ‘AR’ dataset to evaluate face recognition
algorithms on blurred and low-resolution face images. The proposed dataset contains five new blurred faces (at five different levels,
from low to severe blurriness) and five new low-resolution images (at five different levels, from 66 ⇥ 48 to 7 ⇥ 5 pixels) for each of
the hundred subjects of the ‘AR’ dataset. The new blurred images were acquired by using a DLSR camera with manual focus that
takes an out-of-focus photograph of a monitor that displays a sharp face image. In the same way, the low-resolution images were
acquired from the monitor by a DLSR at different distances. Thus, an attempt is made to acquire low-quality images that have been
degraded by a real degradation process. Our second contribution is an extension of a known face recognition technique based on
sparse representations (ASR) that takes into account low-resolution face images. The proposed method, called blur-ASR or bASR,
was designed to recognize faces using dictionaries with different levels of blurriness. These were obtained by digitally blurring
the training images, and a sharpness metric for matching blurriness between the query image and the dictionaries. These two main
adjustments made the algorithm more robust with respect to low-quality images. In our experiments, bASR consistently outperforms
other state-of-art methods including hand-crafted features, sparse representations, and a seven well-known deep learning face
recognition techniques with and without super resolution techniques. On average, bASR obtained 88.8% of accuracy, whereas the
rest obtained less than 78.4%.

1. Introduction

Face recognition has been a relevant research area in com-
puter vision and has made many important contributions since
the nineties. During this time, holistic methods [56], [6], have
been created to analyze a face image as one entity without tak-
ing into account the different parts. Over the following decades,
high-recognition performance was achieved in still frontal and
aligned images using image transformations [69], [20]. In or-
der to achieve some robustness against expressions, occlusion,
lighting conditions and misalignment, methods based on de-
scriptors such as local binary patterns [2] in combination with
one ‘image-to-class’ approach [9] were merged. These meth-
ods extracted features from sub-windows distributed on a regu-
lar grid of the face image, or from face landmarks (determined
automatically from the face image). They could, however, suf-
fer from unwanted descriptions (in incorrect locations of the
face) and lead to misclassification. It was clear that time that
the available methods were not suitable to tackle more chal-
lenging face images such as faces-in-the-wild [24], i.e., face
images taken from different ethnicities and collected in uncon-
strained environments such as websites, feature films, sport-
ing events, etc., that include a variability in pose, expression,
size of the face and distance from the camera, etc. [46]. For
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these reasons, over the last decade the focus of face recognition
algorithms shifted to deal with unconstrained conditions. In
recent years, we have witnessed tremendous improvements in
face recognition by using complex deep neural network archi-
tectures trained with millions of face images [54],[45]. Meth-
ods based on deep learning have become fundamental in face
recognition, however, an enormous number of face images used
for training purposes are required in order to achieve satisfac-
tory results. See for example [38] for face recognition in low-
resolution images.

Although there are face recognition algorithms that can ef-
fectively deal with cooperative subjects in controlled environ-
ments and with some unconstrained conditions, face recogni-
tion in low-quality images is far from perfect [62]. Low-quality
face images can be produced mainly by two degradation pro-
cesses: a) blurriness caused by an out-of-focus lens, interlac-
ing, object-camera relative motion and atmospheric turbulence,
etc.; and b) low-resolution caused by the face–camera distance
and the spatial resolution of the camera sensor. The problem
of face recognition in low-quality images is considered of cen-
tral importance for long-distance surveillance and person re-
identification applications [35], [36], in which severe blurred
and very low-resolution images (e.g., face images of 10 ⇥ 10
pixels) lead to considerable deterioration in the recognition per-
formance.

In order to cast the problem of face recognition in low-quality
images, a straightforward approach is to estimate a high-quality
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Figure 1: Example of four subjects of the proposed dataset ‘AR-LQ’ composed by ‘AR-blur’ and ‘AR-LR’: The images in the column on the left
(called C0) are the first image of subjects of ‘AR’ dataset. ‘AR-blur’: Images B1, B2 ..., B5, are the new blurred images of C0. ‘AR-LR’: Images
L1, L2 ..., L5 are the new low-resolution images of C0. The sizes of the images are: C0, B1-5) 165 ⇥ 120, L1) 66 ⇥ 48, L2) 33 ⇥ 24, L3) 22 ⇥
15, L4) 11 ⇥ 8 and L5) 7 ⇥ 5 pixels.

image from one that is low-quality. Face recognition is then
performed as normal with high-quality face images. This pro-
cess involves image restoration techniques in the case of blurred
images, and super-resolution techniques in the case of low-
resolution images. Among image restoration techniques, we
can identify blind deconvolution [33], non-blind deconvolu-
tion [70], regularization methods on total variation [50], and
Tikhonov regularization [55]. In addition, there are more direct
methods based on features of the image that are invariant to
blurriness, such as processing images in spatial and frequency
domains [16], [18]. Nevertheless, the level of restoration is not
satisfactory enough for severe blurriness. Conversely, super-
resolution techniques, known as face-hallucination for low-
resolution face images [5], [60], attempt to estimate a high-
resolution face image from one that is low resolution. We can
identify techniques based on sparse representations [67], patch-
oriented strategies [11] and deep learning features [61], among
others. Unfortunately, these methods do not obtain an adequate
reconstruction of the high-quality face image when the reso-
lution of the input image is very low, e.g., less than 22 ⇥ 15
pixels.

A set of novel methods that do not follow the above men-
tioned straightforward approach has been proposed in recent
years. Some of these have attempted to perform face recogni-
tion by simultaneously computing super-resolution and feature
extraction so as to measure the low and high frequencies of the
face images [73], [22], [7]. Other methods extract features from
face images in resized formats [23], [31]. Finally, there are also
methods that construct a common feature space for matching
between low- and high-resolution features [44], [8], [49], [65],
[34]. Although these innovative methods have improved the

state of the art, the performance obtained in low-quality images
remains unsatisfactory for many applications.

In our work, we have focused on face recognition in low-
quality face images, specifically on low-resolution images and
blurred images caused by an out-of-focus lens. For this pur-
pose, i) we released a new dataset, called ‘AR-LQ’, that can be
used to evaluate face recognition algorithms with low-quality
face images (see Fig. 1); and ii) we proposed a new low-quality
face recognition algorithm based on sparse representations (see
Fig. 6). We believe that algorithms based on sparse repre-
sentations can be used for this task given that in many com-
puter vision applications (including face recognition), and un-
der the assumption that natural images can be represented using
sparse decomposition, state-of-the-art results have been signif-
icantly improved [71]. In addition, in comparison with deep-
learning techniques, sparse representation approaches do not re-
quire thousands or millions of images in order to learn a model.
Thus, training complexity is significantly reduced.

Face recognition algorithms based on sparse representation
have been widely used over the last decade [64]. In the sparse
representation approach, a dictionary is constructed from the
gallery images, and matching is undertaken by reconstructing
the query image using a sparse linear combination of the dic-
tionary. The identity of the query image is assigned to the class
that has the least reconstruction error. Several variations of this
approach were recently proposed. In [58], registration and illu-
mination are simultaneously considered in the sparse represen-
tation. In [14], an intra-class variant dictionary is constructed to
represent the possible variation between gallery and query im-
ages. In [59], sparsity and correlation are jointly considered. In
[25] and [63], structured sparsity is proposed for dealing with
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Figure 2: Construction of ‘AR-LQ’: from 100 subjects of ‘AR’, five blurred images are acquired using an out-of-focus camera (d1 · · · d5) and five
low-resolution are acquired using different distances of the camera to the monitor (x1 · · · x5).

the problem of occlusion and illumination. In [15], the dictio-
nary is assembled by the class centroids and sample-to-centroid
difference. In [10], the sparse representation is extended by
incorporating the low-rank structure of data representation. In
[26], a discriminative dictionary is ascertained by using label
information. In [47], a linear extension of graph embedding is
used to optimize the learning of the dictionary. In [48], a dis-
criminative and generative dictionary is learned based on the
principle of information maximization. In [52], a sparse dis-
criminative analysis is proposed using the l1,2-norm. In [66],
a sparse representation in two phases is proposed. In [12] and
[29], sparse representations of patches distributed in a grid-like
manner are used. In [41] for faces and in [42], [40] for face at-
tributes, patches that do not provide information (e.g., occluded
parts) are automatically filtered out in the recognition process.
Moreover, distinguished parts from images (e.g., birthmarks,
moles, eyebrows, etc.) that are subject-dependant, are found
using unsupervised learning techniques. Also, featured extrac-
tion is performed randomly in order to correct misalignment.
These variations improve recognition performance significantly
as they are able to model various corruptions in face images,
such as misalignment and occlusion.

Based on the approach mentioned last [41], we designed a
new method to recognize faces in low-quality face images us-
ing dictionaries with different levels of blurriness obtained by
digitally blurring the training images, and a sharpness metric
for matching blurriness between the query image and the dictio-
naries. These two main adjustments made the algorithm more
robust with respect to low-quality images. A preliminary ver-
sion of this article was presented in [21] focused on blurred
images only. In this extended version, the contributions are:
i) release of ‘AR-LQ’, a dataset with blurred images and low-
resolution images. ii) new experiments on blurred images and

low-resolution images; iii) improvement of literature review
and all explanations; iv) comparison with methods based on
HOG, Gabor and deep-learning features; and v) discussion of
the results in greater detail.

The rest of the paper is organized as follows. In Section 2,
the released datasets are presented. In Section 3, the proposed
method is explained in further detail. In Section 4.2, the exper-
iments, results and implementation are presented. Finally, in
Section 5, concluding remarks are provided.

2. Proposed datasets

In this Section we propose a new dataset called ‘AR-LQ’
that can be used to evaluate face recognition methods for low-
quality face images (see Fig. 1)1. The new dataset consists
of two subsets: i) ‘AR-blur’: for testing on blurred face im-
ages and ii) ‘AR-LR’: for testing on low-resolution face images.
Both can be used as a complement to the original ‘AR’ database
[39]. The ‘AR’ database includes 26 face images of 100 sub-
jects: 50 women and 50 men. In ‘AR’, the face images were
taken with changing lighting conditions, face expression (e.g.,
yawns, smiles, among others), and occlusion (such as scarves
and sunglasses) of the subjects. However, ‘AR’ face images
are sharp and cannot be used to evaluate recognition algorithms
that deal with low-quality face images. For this reason, we cre-
ated ‘AR-LQ’ which consists of five new blurred face images
(‘AR-blur’) and five new low-resolution face images (‘AR-LR’)
for each subject of the dataset.

1‘AR-LQ’ can be downloaded from http://dmery.ing.puc.cl/
index.php/material/.
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Figure 3: We compared two images taken from the same subject using
a camera that was manually set out-of-focus: a face image captured
from a real 3D world (I3D) and an image captured from a 2D monitor
(I2D). The registered image I

0
3D

is very similar to the captured image
I2D (see results in Fig. 4).

2.1. ‘AR-blur’: proposed subset for blurred face images

We released a new dataset called ‘AR-blur’ with blurred face
images (see some examples in Fig. 1). It is a blurred version
of ‘AR’ database [39]. ‘AR-blur’ is constructed in four steps as
shown in Fig. 2:

• The first original face image (#01) of each ‘AR’subject is
displayed on a computer monitor, we call this image C0.

• Using a digital single-lens reflex camera (DSLR) in ‘Man-
ual focus’ mode, the focus ring is set to five distances
(d1 · · · d5) to obtain five out-of-focus images (B1, ..., B5).

• A photograph of the monitor is captured by the camera for
each focus setting.

• The captured blurred images are stored in ‘AR-blur’.

Thus, we captured five real out-of-focus face images of each
subject of the ‘AR’ database. That means, ‘AR-blur’ consists
of 500 new blurred images (five per each subject). The result
for four subjects (two men and two women) are shown in Fig.
1. Here, C0 is the first face image of a subject of the original
‘AR’ dataset, and the following five images, B1, ... , B5, are
the new blurred images, with different levels of blurriness, that
were taken using the out-of-focus reflex lens camera.

In ‘AR-blur’ the images were blurred manually using a
DLSR camera, a Canon 60D, and a 200mm focal length with
five different levels of blurriness (see Fig. 2). Images were dis-
played on a Macbook Pro’s 15-inch retina display. To ensure
the same level of blurriness Bi in all subjects, we fixed the focus
ring to a distance of di and afterwards we took the 100 blurred
images Bi (one for each subject). We repeated this procedure
for i = 1, ..., 5.

Figure 4: Comparison between I2D and I3D: In each set of three images,
the blurred image taken from the monitor (I2D) is on the left; the reg-
istered image of a blurred image of a 3D object is in the center (I03D

);
and the average of both pictures is on the right. The images are very
similar and the residual RMS after registration is very low (see error
on each set).

It is worth mentioning that in ‘AR-blur’ we have out-of-focus
images of a 2D object (i.e., blurred photos of a face image dis-
played onto a monitor) instead of out-of-focus images of a 3D
object (i.e., blurred photos of a real 3D face). We call these
two kinds of images I2D and I3D, respectively, as illustrated in
Fig. 3. In real cases, the blurred images are I3D, however, in
‘AR-blur’ the images are only I2D. In order to assess the simi-
larity of these two kinds of images, we conducted the following
experiment: using two different subjects (relatives of the au-
thors) with neutral expressions, we took five similar I2D and I3D

images (as defined in Fig. 3) and we then measured the error
between them. In our case, we aligned image I3D to image I2D

using four corresponding points selected manually [53]. After
the registration, the total root mean square (RMS) is computed
in common pixels. The registered image computed from I3D

using an affine transformation is called I
0
3D

(see Fig. 3). In
this experiment, the error in the gray values between I3D and
I
0
3D

was only 2.64% ⇠ 4.19%. Some examples are illustrated in
Fig. 4. The low difference between I

0
3D

and I3D validates the use
of our I2D images of ‘AR-blur’ in our experiments. Moreover, if
we compare a real blurred image (I3D) with a sharp image that
is degraded using a Gaussian kernel, the computed root mean
square seems to be higher. In preliminary experiments we per-
formed in four pairs of images, we estimated the best parameter
sigma of the Gaussian mask and the best affine transforme by
minimizing the RMS, and the error was always between 2% and
4% higher. Our ‘AR-blur’ dataset is not necessarily more chal-
lenging than a dataset of blurred images degraded by Gaussian
masks, but it seems to be more realistic.

2.2. ‘AR-LR’: proposed subset for low-resolution face images

We released a new dataset called ‘AR-LR’ with low-
resolution face images. It is a low-resolution version of the
‘AR’ database [39]. ‘AR-LR’ was developed very similar to
the four steps of ‘AR-blur’ mentioned in Section 2.1. In this
case, we use a DLSR camera that takes pictures from a monitor
at different distances (see distances x1 · · · x5 in Fig. 2). Thus,
we displayed the first original face image C0 onto a monitor
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66 ⇥ 48 33 ⇥ 24 22 ⇥ 15 11 ⇥ 8 7 ⇥ 5

Figure 5: We compared low-resolution face images computed using
bicubic interpolation of a HR face image (top row) and those low-
resolution images acquired using our proposed method with a DLSR
camera (bottom row). It is evident that the images of the bottom row
are more degraded and the recognition is more challenging.

of each ‘AR’ subject and we captured from five difference dis-
tances L1, L2 ..., L5 as shown in Fig. 1.

Thus, we obtained five low-resolution face images of each
subject of the ‘AR’ database. That means, ‘AR-LR’ consists of
500 new blurred images (five per each subject). The dataset for
four subjects (two men and two women) are shown in Fig. 1.
Here, C0 is the first face image of a subject of ‘AR’ with 165
⇥ 120 pixels, and the five images, L1, ... , L5, are the new low-
resolution images with L1) 66 ⇥ 48, L2) 33 ⇥ 24, L3) 22 ⇥ 15,
L4) 11 ⇥ 8 and L5) 7 ⇥ 5 pixels, respectively.

It is worth noting that the quality of these low-resolution im-
ages (acquired by a DLSR camera at large distances) is lower
than the quality of low-resolution images computed by down-
sampling (or interpolating) HR images as illustrated in Fig. 5.
The reason is because in this real case the acquisition is de-
graded by both low resolution and blurriness process.

3. Proposed Method

In this work, we propose an algorithm for the recognition
of low-quality face images based on our previous method of
ASR [41]. Face recognition with ASR is performed by using
an adaptive sparse representation of random patches of the face
images. ASR consists of two stages: learning and testing. In the
learning stage, for each subject of the training dataset, random
patches are extracted from their face images in order to con-
struct representative dictionaries. In the testing stage, random
test patches of the query image are extracted, and for each test
patch, a dictionary is built by concatenating the ‘best’ represen-
tative dictionary of each subject. Using this adaptive dictionary,
each test patch is classified following the Sparse Representation
Classification (SRC) strategy [64]. Finally, the query image is
classified by patch voting.

Our proposed approach, which we refer to as blur-ASR, or
bASR, enriches the dictionary of each subject by adding new
dictionaries with different levels of blurriness obtained by digi-
tally blurring the training images. In the testing stage, a sharp-

ness metric is used for matching blurriness between query im-
age and dictionaries. Thus, our algorithm recognizes the query
face by using the corresponding dictionary with the same level
of blurriness. A block diagram of bASR is shown in Fig. 6. For
the sake of completeness, in this Section we present a summary
of ASR and explain bASR incorporating further details.

3.1. Original method: ASR

Our proposed method is based on ASR. In this Section, we
present a simple overview. For further details, the reader is re-
ferred to [41]. The explanation of ASR follows Fig. 6 (see
blocks with no red dots).

In the testing stage, a set of n face images of k subjects are
available in the gallery. For each face image of the gallery, we
extracted many random patches of d = w ⇥ w pixels. A patch,
P, is described as a vector:

y = f (P) = [ z ; ↵x ; ↵y ] 2 Rd+2 (1)

where z corresponds to the d intensity values of the patch given
by stacking its columns normalized to unit length in order to
deal with different lighting conditions; (x, y) are normalized co-
ordinates (values between 0 and 1) of the location of the patch;
and ↵ is a weighting factor between the description and loca-
tion.

For each subject of the gallery, we collected all y descriptions
of the extracted patches and built a visual vocabulary using two-
step k-means clustering. In the first step, we computed Q par-
ent clusters from all patches. In the second step, we computed
R child clusters from all patches of each parent cluster. Thus,
every subject has Q representative dictionaries each with R rep-
resentative patch descriptions. We call this set of dictionaries
D0.

In the learning stage, the task is to determine the identity of
the query image It using the learned visual vocabularies. For
this end, we extract and describe testing patches of the query
image. A testing patch, Pt, is described using (1) as yt. For
each testing patch, we select one of the Q representative dictio-
naries of each subject of the gallery. The selected dictionary has
the minimal distance between yt and its corresponding R child
clusters. Thus, we build a dictionary At adapted to each vector
yt by concatenating the mentioned representative dictionary of
each subject.

With this adaptive dictionary At, built for patch Pt, we use
SRC methodology [64] to classify the patch into one of the
k classes (subjects) of the gallery. In addition, those patches
that had a low sparsity concentration index (SCI) [64] were re-
moved because they were not sufficiently discriminative. Fi-
nally, the identity of the query image was found to be the ma-
jority vote of the classes assigned to the selected test patches.

3.2. Proposed method: bASR

Our proposed method, bASR, is illustrated in Fig. 6. On the
one hand, we enriched the learning stage of the original dictio-
nary of each subject by adding new dictionaries. These dictio-
naries have different levels of blurriness obtained by digitally
blurring the training images. On the other, in the learning stage
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Figure 6: Overview of proposed bASR method. In order to make a distinction from the original ASR, the diagram shows the new blocks of bASR
with red dots. Our proposed method includes new dictionaries computed from (synthetic) images with different degrees of blurriness, and a
strategy to select the blurred dictionary that has a similar level of blurriness to the query image based on a sharpness metric.

we classified the query image using the blurred dictionary of
the gallery that has the most similar level of blurriness to the
query image. Classification was carried out using the adaptive
sparse representation detailed in the previous section.

3.2.1. Learning

In the learning stage, we computed synthetic blurred images
from the original set of (sharp) images of the gallery. The origi-
nal set of the gallery is called C0, for a level of blurriness b = 0.
In bASR, we created B new sets of images with different levels
of blurriness C1,C2 . . .CB. These were obtained by filtering the
images of C0 using a Gaussian mask with a standard deviation
of �b, for b = 1 . . . B. For example, �b and B could be 0.25
and 14 respectively. That means, that maximal standard devia-
tion of the Gaussian kernels considered in the dictionaries will
�max = 3.5.

In order to characterize the blurriness of an image, we used
the sharpness metric defined in [72] that has been proven to be
a useful measurement of the blurriness of face images [1]. The
sharpness metric s of an image I was computed in four steps: i)

The gradient of image I was calculated in each direction (x and
y). ii) By stacking the columns of each gradient, a two-column
matrix G was arranged. iii) The Singular Value Decomposi-
tion G = USVT was computed. iv) The sharpness metric was
defined as the first singular value, that is the first element of
matrix S:

s(I) = S (1, 1). (2)

In this Section, we report on the performance of our proposed
bASR algorithm and the comparison with other state-of-the-art
methods.
Value s shows the strength of the dominant orientation of the
gradients and it is sensitive to sharpness [72]. Thus, we defined
the representative sharpness metric of set Cb as:

sb = median(s(I1), s(I2), · · · s(Im)) for b = 0, 1...B. (3)

where I1, ...Im are all face images of set Cb.
As outlined in the previous section, in ASR we computed

the set of dictionaries D0 from the training images. That is,
for every subject of the gallery we had Q representative dictio-
naries each with R representative patch descriptions. Using the
nomenclature of this section, this set of dictionaries were com-
puted from images of original set C0 (with blurriness b = 0).
Given that in bASR we had B additional sets of images (with B

different levels of blurriness), we computed the set of dictionar-
ies for each level of blurriness. Thus, for b = 0 . . . B we built a
set ofDb dictionaries from Cb images.

3.2.2. Testing

The goal of this stage was to determine the identity of the
subject of the query image It. The key idea of this step was to
perform the classification of It using only a set of Db⇤ dictio-
naries, where b

⇤ corresponds to the blurriness level of It.
In order to estimate b

⇤, we computed the sharpness metric of
It as st = s(It) using the same method we employed in the pre-
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Figure 7: Datasets used in our experiments: a) for the testing of blurred face images and b) for the testing of low-resolution face images.

vious stage using (2). We searched for the one which minimizes
the distance between sharpness metric values:

b
⇤ = argmin

b

||st � sb|| for b = 0 . . . B, (4)

where b
⇤ represents the level of blurriness in which the set of

blurred images of the gallery has a similar sharpness metric to
the query image. Afterwards, we monitored the testing strategy
of ASR. That is, we extracted Pt patches from It, and we built
an adapted dictionary At by selecting the representative dictio-
naries of Db⇤ , we classified each patch using the SRC strategy,
removing the patches that were not discriminative enough us-
ing the SCI score and finally, the identity of the query image
was found to be the majority vote of the classes assigned to the
selected test patches.

4. Experimental Results

The purpose of our experiments was to evaluate the recog-
nition performance on blurred face images and low-resolution
face images. Thus, for testing purposes we used blurred images
B1, ..., B5 from ‘AR-blur’ (see Section 2.1) and low-resolution
images L1, ..., L5 from ‘AR-LR’ (see Section 2.2). We wish to
remind the reader that image C0 is the first image (#01) of each
subject of the original ‘AR’ dataset and was used to generate
B1, ..., B5 and L1, ..., L5. For this reason, it was not permitted
to use C0 in the training set. However, we used face image C0
in the testing set as a sharp image control. As the purpose of this
work was to evaluate the effectiveness of recognition methods
in blurred and low-resolution face images, in the experiments
we removed the face images of ‘AR’ with occlusions. Thus, for
training purposes we selected only from the ‘AR’ images #02 –
#07, #14 – #21, i.e., 13 images as shown in Fig. 7, that included
changes in lighting conditions and face expressions.

4.1. Experimental Protocol

As defined in Section 3, k is the number of subjects to be
recognized and n the number of training face images per sub-

ject. It is common knowledge that the performance of a face
recognition algorithm usually decreases as k increases, and in-
creases as n increases [43]. For this reason, we conducted three
experiments in order to test three different combinations with k

subjects and n training images per subject: A) k = 20, n = 4, B)
k = 40, n = 9 and C) k = 100, n = 13. In all experiments, the
testing dataset was built using images C0, B1, ... B5 for blurred
images, and C0, L1, ... L5 for low-resolution images, i.e., a
control sharp image and its corresponding five low-quality im-
ages. Given that in our dataset there were 100 subjects, for
experiments A and B we randomly selected k subjects, and for
each selected subject we randomly chose n images to build the
training dataset. In order to obtain a better confidence level for
face recognition accuracy, the test was repeated 100 times by
randomly selecting new k subjects and n images each time. The
accuracy reported in experiments A and B was the average over
the 100 tests. For experiment C, however, and as there was only
one possible training set for k = 100 and n = 13, accuracy was
evaluated only once.

4.2. Experiments

In our experiments, we compared our approach to blurred
and low-resolution face images using ‘AR-blur’ and ‘AR-LR’
datasets, respectively. The comparisons were made to well-
known state-of-the-art algorithms based on hand-crafted fea-
tures such as LBP [3], Gabor [32] and HOG [13], sparse rep-
resentations such as SRC [64] and the original ASR [41], and
finally seven well-known deep learning methods that have been
trained for face recognition: VGG-Face, a deep learning model
with a descriptor of 4.096 elements [45]; Dlib, a deep learn-
ing model based on the ResNet architecture with a descriptor
of 128 elements [27]; FaceNet, a deep learning model with
a descriptor of 128 elements [51]; OpenFace, a deep learn-
ing model with a descriptor of 128 elements [4]; SqueezeNet,
a deep learning model with a low number of layers with a
2.048-element descriptor [19]; GoogleNet-F, a known model
(GoogleNet) trained for faces with a 2.048-element descriptor
[19]; AlexNet-F, a known model (AlexNet) trained for faces
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Table 1: Average accuracy given in ‘%’ for different face recognition algorithms on blurred face images.

k, n Method C0 B1 B2 B3 B4 B5 Mean

A bASR 100.00 98.76 99.82 100.00 98.94 97.00 99.09
(k = 20, n = 4) SRC 94.05 90.40 87.00 87.70 88.05 82.10 88.22

ASR 100.00 100.00 100.00 98.30 82.40 42.40 87.18
LBP 95.20 96.75 89.70 91.85 89.10 78.95 90.26
Gabor 97.20 86.20 32.85 34.80 39.05 37.10 54.53
HOG 98.70 97.30 94.75 94.40 89.25 79.85 92.38
VGG-Face 99.85 100.00 99.25 96.00 78.25 45.35 86.45
Dlib 100.00 100.00 100.00 98.15 85.45 64.10 91.28
FaceNet 100.00 100.00 99.90 98.95 73.85 27.40 83.35
OpenFace 84.20 75.60 58.10 52.75 43.40 27.15 56.87
SqueezeNet 67.60 45.20 29.60 31.15 26.65 14.85 35.84
GoogleNet-F 94.85 94.35 88.10 86.15 70.35 54.90 81.45
AlexNet-F 78.60 73.85 65.30 64.50 59.35 56.95 66.42

B bASR 100.00 100.00 100.00 100.00 99.88 95.23 99.19
(k = 40, n = 9) SRC 98.67 97.08 92.72 93.65 92.05 85.72 93.32

ASR 100.00 100.00 100.00 99.80 96.40 40.20 89.40
LBP 98.28 98.85 96.05 96.88 91.80 78.78 93.44
Gabor 98.78 86.78 30.85 34.48 36.58 28.20 52.61
HOG 99.80 98.65 98.15 97.25 93.75 89.28 96.15
VGG-Face 100.00 100.00 99.97 98.10 81.88 39.48 86.57
Dlib 100.00 100.00 100.00 97.65 85.08 61.05 90.63
FaceNet 100.00 100.00 100.00 99.58 78.30 22.90 83.46
OpenFace 88.65 79.50 51.52 46.62 36.23 18.77 53.55
SqueezeNet 72.15 41.42 23.27 23.10 21.82 8.72 31.75
GoogleNet-F 97.50 95.05 88.45 87.70 72.33 51.40 82.07
AlexNet-F 88.50 78.67 67.70 65.95 57.58 50.35 68.12

C bASR 100.00 100.00 100.00 100.00 100.00 90.00 98.33
(k = 100, n = 13) SRC 98.00 99.00 92.00 93.00 89.00 79.00 91.67

ASR 100.00 100.00 100.00 99.20 71.80 26.30 82.88
LBP 99.00 99.00 95.00 96.00 89.00 72.00 91.67
Gabor 98.00 82.00 27.00 26.00 28.00 18.00 46.50
HOG 100.00 99.00 98.00 97.00 92.00 91.00 96.17
VGG-Face 100.00 100.00 100.00 98.00 75.00 30.00 83.83
Dlib 100.00 100.00 100.00 97.00 78.00 47.00 87.00
FaceNet 100.00 100.00 100.00 99.00 75.00 15.00 81.50
OpenFace 83.00 79.00 35.00 35.00 28.00 7.00 44.50
SqueezeNet 69.00 30.00 16.00 15.00 13.00 2.00 24.17
GoogleNet-F 96.00 92.00 84.00 83.00 64.00 42.00 76.83
AlexNet-F 90.00 71.00 58.00 59.00 43.00 39.00 60.00
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Table 2: Average accuracy given in ‘%’ for different face recognition algorithms on low-resolution images.

k, n Method C0 L1 L2 L3 L4 L5 Mean
165 ⇥ 120 66 ⇥ 48 33 ⇥ 24 22 ⇥ 15 11 ⇥ 8 7 ⇥ 5

A bASR 100.00 99.45 94.00 89.85 76.20 63.40 87.15
(k = 20, n = 4) SRC 94.05 81.05 66.25 61.95 46.40 42.75 65.41

ASR 100.00 91.80 43.60 40.90 18.00 12.65 51.16
LBP 95.20 88.85 74.25 57.70 32.35 20.25 61.43
Gabor 97.20 51.25 35.90 28.45 24.10 27.40 44.05
HOG 98.70 84.90 72.20 70.45 30.45 14.25 61.82
VGG-Face 99.85 91.70 31.60 16.95 9.95 9.25 43.22
Dlib 100.00 98.75 62.15 51.20 23.60 14.95 58.44
FaceNet 100.00 94.50 22.90 17.45 11.95 8.60 42.57
OpenFace 84.20 47.85 15.95 16.15 9.60 7.55 30.22
SqueezeNet 67.60 25.80 17.10 10.00 6.45 10.00 22.82
GoogleNet-F 94.85 74.75 54.20 54.15 23.55 13.80 52.55
AlexNet-F 78.60 65.00 46.65 41.75 26.40 21.20 46.60

B bASR 99.60 96.35 90.30 80.75 62.67 48.78 79.74
(k = 40, n = 9) SRC 98.67 84.17 64.92 59.35 34.25 30.68 62.01

ASR 100.00 97.73 43.40 34.93 11.40 7.93 49.23
LBP 98.28 93.38 72.62 50.95 25.70 13.40 59.05
Gabor 98.78 44.90 30.10 23.80 16.12 20.18 38.98
HOG 99.80 88.70 79.38 75.45 25.40 10.45 63.20
VGG-Face 100.00 93.30 21.98 12.43 5.00 5.95 39.77
Dlib 100.00 99.53 63.20 43.40 15.78 10.20 55.35
FaceNet 100.00 94.67 15.60 12.38 9.18 4.42 39.38
OpenFace 88.65 44.55 11.05 9.57 4.25 3.48 26.92
SqueezeNet 72.15 18.30 13.68 5.92 3.75 6.22 20.00
GoogleNet-F 97.50 79.53 51.60 49.38 16.25 8.15 50.40
AlexNet-F 88.50 64.30 43.55 34.65 18.30 14.90 44.03

C bASR 99.80 96.00 81.00 72.00 42.00 25.00 69.30
(k = 100, n = 13) SRC 98.00 82.00 54.00 53.00 18.00 17.00 53.67

ASR 100.00 97.00 30.00 24.00 9.00 6.00 44.33
LBP 99.00 90.00 62.00 38.00 21.00 9.00 53.17
Gabor 98.00 37.00 21.00 15.00 10.00 10.00 31.83
HOG 100.00 90.00 78.00 72.00 18.00 7.00 60.83
VGG-Face 100.00 91.00 14.00 4.00 1.00 4.00 35.67
Dlib 100.00 99.00 56.00 34.00 8.00 7.00 50.67
FaceNet 100.00 94.00 10.00 7.00 7.00 2.00 36.67
OpenFace 83.00 33.00 7.00 6.00 1.00 2.00 22.00
SqueezeNet 69.00 13.00 11.00 3.00 2.00 3.00 16.83
GoogleNet-F 96.00 74.00 42.00 39.00 8.00 3.00 43.67
AlexNet-F 90.00 58.00 33.00 22.00 8.00 10.00 36.83
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with a 4.096-element descriptor [19]. In addition, we tested
five different super-resolution methods (for the low-resolution
images only): bicubic interpolation [17], SCN [37], sparse rep-
resentation super-resolution (ScSR) [68], LapSRN [28], and
SRGAN [30]. The super-resolution methods were used to esti-
mate a HR image. The super-resolution images were tested us-
ing two deep learning methods (VGG-face [45] and Dlib [27]),
they were not tested with all deep learning methods because the
achieved accuracy was very low.

In our experiments, we evaluated our method and the men-
tioned methods trying to make fair comparisons, i.e., , the eval-
uation protocol in our experiments, in which n face images per
subject are available in the gallery for training purposes, means
that we used in the gallery the original n images and synthetic
blurred images computed from these n original images using
Gaussian masks. Our proposed method does the same. It is
worthwhile to mention, that in case of deep learning models,
we took the models learned by the original authors (see details
in the references). However, it seems outside of the scope of
the current paper to train new deep learning models.

4.2.1. Experiments on blurred face images

In order to assess the performance of face recognition algo-
rithms on blurred face images, we used dataset ‘AR-blur’. The
size of all face images in these experiments was 165 ⇥ 120 pix-
els. Table 1 and Fig. 8 offers a summary of our results for
experiments A, B, and C. Our method bASR was compared
with 12 methods. One clear point from the results is that, the
greater the level of blurriness the lower the estimated accuracy,
however, our bASR method consistently outperforms the rest
of the methods (ASR, SRC, LBP, HOG, Gabor and deep learn-
ing methods). There is a difference between our approach and
the rest of the methods in images with severe levels of blurri-
ness (e.g., images B4 and B5). Some methods record a good
performance only when the number of subjects is low, and the
face images are sharp. In order to globally compare all meth-
ods, we averaged the three experiments for all six images. The
mean accuracy is shown in the last column of Table 1. Our
bASR method achieves 98.9%, that is 4.0% more than the sec-
ond group of methods. It is worth noting that VGG-Face and
DLib, excellent methods based on deep learning and trained on
millions of face images in the wild, fails in the recognition of
severely blurred face images, achieving around 80% for B4 and
only around 40-60% for B5.

4.2.2. Experiments on low-resolution face images

In order to evaluate the performance of face recognition al-
gorithms on blurred face images, we used dataset ‘AR-LR’. We
conducted two experiments, the first one with cubic interpola-
tion and the second one using super-resolution methods. In first
experiment, our method bASR was compared with 12 methods.
In second experiment, bASR was compared with other 8 meth-
ods.

In the first experiments, all low-resolution images were re-
sized to the same size of the gallery images (165 ⇥ 120 pixels)
using bicubic interpolation [17]. Table 2 and Fig. 8 show a

summary of our results for experiments A, B, and C. The per-
formance of the tested method is similar to the performance on
blurred face images: the accuracy decreases as the image qual-
ity decreases. Some methods could deal with low-resolution
only for moderate face resolutions: L1) 66 ⇥ 48, L2) 33 ⇥ 24
and L3) 22 ⇥ 15 pixels, however, the accuracy decreased con-
siderably when the resolution was very low: L4) 11 ⇥ 8 and L5)
7 ⇥ 5 pixels. Again, deep learning methods present a good per-
formance only for image faces that are not degraded: C0) 165
⇥ 120 and L1) 66 ⇥ 48 pixels. For severe low-resolution im-
ages (L3, L4 and L5), there is no method that is robust enough
to achieve a satisfactory recognition, however, our proposed
method for L4 achieved a considerably better level of accuracy
than the others. In order to globally compare all methods, we
averaged the three experiments for all six images. The mean
accuracy is shown in the last column of Table 2. Our bASR
method achieved 78.7%, that is 16.8% more than the second
group of methods.

In the second experiments, we compared the results achieved
with two of the best deep learning methods tested in first ex-
periment (VGG-Face and Dlib) using different super-resolution
methods (SCN, ScSR, LapSRN and SRGAN). We call the re-
sults of first experiments VGG-Bicubic and Dlib-Bicubic, be-
cause the resolution of the low resolution images was increased
using bicubic interpolation. The results, in comparison with
our method bASR, are illustrated in Fig. 9. We can conclude
that for extreme low-resolution images, super-resolution meth-
ods do not achieve good results.

4.3. Implementation

Our method was implemented in Matlab in conjunction with
open source libraries2. In the case of k-means we used VLFeat
[57], whereas sparse representation was executed with SPAMS
library3. The deep learning algorithm VGG-face [45] used
in the experiments is from MatConvNet4. The rest of deep
learning methods and super-resolution methods were tested in
Python using the source code given by the authors (see refer-
ences in Section 4.2). Our algorithm worked well with parent
clusters Q = 80 and child clusters R = 50. The numbers of
patches used were m = 800, and the location weighting factor
used was ↵ = 1. The size of patches was w = 16 pixels, and the
threshold for minimum distance between test patch and child
cluster was ✓ = 0.05. The threshold for SCI ⌧ = 0.1 and the
number of selected patches s = 300, as shown in [41]. The
computational time in the testing stage was for experiments A,
B and C respectively, 1.3 sec, 2.3 sec and 6.4 sec per test image
on a Mac Pro, macOS Mojave 10.14, processor 3.7 GHz Quad-
Core Intel Xeon E5 with 4 cores and memory of 64GB RAM
1866 MHz DDR3.

2Code and dataset are available on our webpage http://dmery.ing.
puc.cl/index.php/material/.

3SPArse Representation Software is available on http://
spams-devel.gforce.inria.fr

4MatConvNet and is available on http://www.vlfeat.org/matconvnet
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Figure 8: Accuracy given in ‘%’ for face recognition on blurred images ‘AR-blur’ (top figures) and low-resolution images ‘AR-LR’ (bottom
figures), for experiments A (k = 20, n = 4), B (k = 40, n = 9) and C (k = 100, n = 13). The order of the methods given in the legend of each
sub-figure is sorted in descending order according to the mean average of the method.

Figure 9: Accuracy given in ‘%’ for face recognition using super-resolution and deep learning methods on low-resolution images ‘AR-LR’ (bottom
figures), for experiments A (k = 20, n = 4), B (k = 40, n = 9) and C (k = 100, n = 13). The order of the methods given in the legend of each
sub-figure is sorted in descending order according to the mean average of the method.
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Figure 10: Accuracy given in ‘%’ for the proposed method depending on hyper-parameters ↵, w, m and �max: Left) for blurred images (‘AR-blur’)
and Right) for low-resolution images (‘AR-LR’).

4.4. Parameter sensitivity Analysis

In order to test the sensitivity over the hyper-parameters, we
evaluated the accuracy depending on four of the most impor-
tant parameters: ↵ (location weighting factor, see (1)), w (patch
size in pixels), m (number of patches) and �max (the maximal
value in pixels for parameter sigma in the Gaussian masks). The
four evaluations were performed for blurred images and low-
resolution images, by fixing all parameters at their ‘best values’
we have found in our experiments, and varying only one of the
four mentioned parameters. The accuracy was tested for each
experiment using set ‘A’, that means for k = 20 subjects and
n = 4 training images per subject. We repeat each experiment
100 times, and we report the average over the 100 tests. The
eight plots are shown in Fig. 10.

• Analysis of parameter ↵: Parameter ↵ weights the inten-
sity values and the location of the patch (see (1)). Clearly,
this parameter must be greater than zero, that means that
the location of the patch is relevant in face recognition.
This makes sense because we are dealing with faces, and
the information of the location of a patch face is very help-
ful for its recognition. In our experiments, we set ↵ to 1.

• Analysis of parameter w: The size of the patch is given
by w ⇥ w pixels. Our images were resized to 165 ⇥ 120
pixels. In order to analyze the parts of the face, the size
of the patch should be not too small and not too large. In
our experiments, the best performance was achieved by
w = 16. That corresponds to the size of an eye or a nose.

• Analysis of parameter m: The number of extracted
patches. Our analysis shows the relevance of extracting a
large number of patches. A low number, such as m = 100,
achieves a poor performance. On the other hand, a very
large number increases the computation time. In our ex-
periments, the best performance was achieved by m = 800.

• Analysis of parameter �max: The maximal value in pixels
for parameter sigma in the Gaussian masks is very impor-
tant when dealing with blurred and low-resolution images.
If face images are sharp enough, we do not need to in-
clude in our dictionaries synthetic blurred images (that are
computed using a Gaussian kernel as explained in Section
3.2.1). For this reason, this parameter is relevant for im-
ages B4, B5, L3, L4 and L5. In our experiments, the best
performance was achieved by �max = 7. If the blurriness
or the resolution of the face image is known a priori, we
could set �max to a value that corresponds to the maximal
blurriness of the image.

5. Conclusions

In this work, we focused on one of the biggest problems in
face recognition that has still not been solved satisfactorily: face
recognition for low quality images.

In this paper, we released a new dataset called ‘AR-LQ’ that
can be used in conjunction with ‘AR’ to assess face recognition
algorithms for low-quality image faces. ‘AR-LQ’ consists of
two subsets: ‘AR-blur’ with 500 new blurred face images (five
blurred face images of each of the hundred subjects of ‘AR’),
and ‘AR-LR’ with 500 new low-resolution face images (five
low-resolution face images of each of the hundred subjects of
‘AR’). Both blurred and low-resolution images were captured
by a DLSR camera that took photographs of sharp-face images
displayed on a monitor using out-of-focus (for blurred images)
and different distances (for low-resolution images). We vali-
dated the use of these blurred images by comparing them with
real blurred face images taken from a 3D face. The evaluation
showed that the difference between them is less than 5%.

In addition, we extended the original ASR face recogni-
tion technique to take into account low-quality face images.
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The proposed method, called bASR, was designed to recog-
nize faces automatically in less constrained conditions, includ-
ing severe low-quality photos. Our proposed method consisted
of: i) several dictionaries with different levels of blurriness ob-
tained by digitally blurring the training images chosen from the
gallery, and ii) use of the sharpness metric for matching blurri-
ness between the query image and the dictionaries. These two
main adjustments made the algorithm more robust against low-
quality conditions.

We conducted three different experiments in blurred and in
low-resolution face images varying the number of subjects, and
the number of face images per subject in the gallery. The goal
of these experiments was to prove that our algorithm, bASR,
works satisfactorily in images with high levels of out-of-focus
blurriness and very low-resolution images. We compared bASR
with other ones based on hand-crafted features (such as LBP,
Gabor and HOG), sparse representations (such as SRC and
ASR), and a seven well-known deep learning methods (such as
VGG-Face and Dlib) in combination with five super-resolution
methods. Thus, our approach was compared with 12 meth-
ods in case of blurred images and with 20 methods in case of
low-resolution images. Our method consistently outperforms
the rest of the methods showing a significant difference in se-
vere low-quality images (e.g., images B4, B5, L3, L4 and L5).
In our experiments, the average recognition accuracy of bASR
was 88.5%, whereas the second one obtained was 78.4%. It
is worth mentioning that a standard state-of-the-art face recog-
nition method based on deep-learning features was not able to
deal with low-quality images (in our experiments the best one,
Dlib, only obtained on average 54.8% in ‘AR-LR’, whereas our
bASR method achieves 78.7%.).

In terms of future work, we would like to include a patch
description based on learned features using a deep-learning
model. In addition, we would like to carry out tests on other
kinds of degraded images such as ambient interference and mo-
tion blurriness.
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[31] Lei, Z., Ahonen, T., Pietikäinen, M., Li, S. Z., March 2011. Local fre-
quency descriptor for low-resolution face recognition. In: Face and Ges-
ture 2011. pp. 161–166.

[32] Lei, Z., Li, S. Z., Chu, R., Zhu, X., 2007. Face recognition with local
gabor textons. In: International Conference on Biometrics. Springer, pp.
49–57.

[33] Levin, A., Weiss, Y., Durand, F., Freeman, W. T., 2011. Computer Sci-
ence and Artificial Intelligence Laboratory Technical Report; Efficient
Marginal Likelihood Optimization in Blind Deconvolution. Optimization.

[34] Li, B., Chang, H., Shan, S., Chen, X., Jan 2010. Low-resolution face
recognition via coupled locality preserving mappings. IEEE Signal Pro-
cessing Letters 17 (1), 20–23.

[35] Li, P., Flynn, P., Mery, D., Prieto, M., 2017. Learning face similarity for
re-identification from real surveillance video: A deep metric solution. In:
International Joint Conference on Biometrics (IJCB2017). pp. 243–252.

[36] Li, P., Prieto, L., Mery, D., Flynn, P., 2018. Low resolution face recogni-
tion in the wild. arXiv preprint arXiv:1805.11529.

[37] Liu, D., Wang, Z., Wen, B., Yang, J., Han, W., Huang, T. S., 2016. Robust
single image super-resolution via deep networks with sparse prior. IEEE
Transactions on Image Processing 25 (7), 3194–3207.

[38] Lu, Z., Jiang, X., Kot, A. C., 2018. Deep coupled resnet for low-resolution
face recognition. IEEE Signal Processing Letters.

[39] Martinez, A., Benavente, R., June 1998. The AR face database. CVC
Technical Report 24.

[40] Mery, D., Banerjee, S., 2018. Recognition of faces and facial attributes
using accumulative local sparse representations. In: International Confer-
ence on Acoustics, Speech, and Signal Processing (ICASSP 2018). pp.
1–8, calgary, Canada, 15-20/Apr.

[41] Mery, D., Bowyer, K., 2014. Face Recognition via Adaptive Sparse Rep-
resentations of Random Patches. IEEE Workshop on Information Foren-
sics and Security (WIFS 2014), Atlanta, Dec. 3-5.

[42] Mery, D., Bowyer, K., 2015. Automatic facial attribute analysis via adap-
tive sparse representation of random patches. Pattern Recognition Letters
68, 260–269.

[43] Mery, D., Zhao, Y., Bowyer, K., 2016. On accuracy estimation and com-
parison of results in biometric research. In: Proceedings of the 8th IEEE
International Conference on Biometrics: Theory, Applications, and Sys-
tems (BTAS 2016). pp. 1–8.

[44] Mudunuri, S. P., Biswas, S., May 2016. Low resolution face recognition
across variations in pose and illumination. IEEE Transactions on Pattern
Analysis and Machine Intelligence 38 (5), 1034–1040.

[45] Parkhi, O. M., Vedaldi, A., Zisserman, A., et al., 2015. Deep face recog-
nition. In: BMVC. pp. 1–6.

[46] Phillips, P. J., Beveridge, J. R., Draper, B. A., Givens, G., OT́oole, A. J.,
Bolme, D. S., Dunlop, J., Lui, Y. M., Sahibzada, H., Weimer, S., 2011. An
introduction to the good, the bad, & the ugly face recognition challenge
problem. 2011 IEEE International Conference on Automatic Face and
Gesture Recognition and Workshops, FG 2011, 346–353.

[47] Ptucha, R., Savakis, A., 2013. Lge-ksvd: Flexible dictionary learning for
optimized sparse representation classification. In: Computer Vision and
Pattern Recognition Workshops (CVPRW), 2013 IEEE Conference on.
IEEE, pp. 854–861.

[48] Qiu, Q., Patel, V. M., Chellappa, R., 2014. Information-theoretic dictio-
nary learning for image classification. Pattern Analysis and Machine In-
telligence, IEEE Transactions on 36 (11), 2173–2184.

[49] Ren, C.-X., Dai, D.-Q., Yan, H., 2012. Coupled kernel embedding for
low-resolution face image recognition. IEEE Transactions on Image Pro-
cessing 21 (8), 3770–3783.

[50] Rudin, L. I., Osher, S., Fatemi, E., 1992. Nonlinear total variation based
noise removal algorithms. Physica D: Nonlinear Phenomena 60, 259–268.

[51] Schroff, F., Kalenichenko, D., Philbin, J., jun 2015. FaceNet: A unified
embedding for face recognition and clustering. In: 2015 IEEE Conference
on Computer Vision and Pattern Recognition (CVPR). IEEE, pp. 815–
823.

[52] Shi, X., Yang, Y., Guo, Z., Lai, Z., 2014. Face recognition by sparse dis-
criminant analysis via joint l 2, 1-norm minimization. Pattern Recognition
47 (7), 2447–2453.

[53] Szeliski, R., 2006. Image Alignment and Stitching: A Tutorial. Founda-
tions and Trends in Computer Graphics and Vision 2, 1–104.

[54] Taigman, Y., Yang, M., Ranzato, M., Wolf, L., 2014. Deepface: Closing
the gap to human-level performance in face verification. In: Proceedings
of the IEEE conference on computer vision and pattern recognition. pp.
1701–1708.

[55] Tikhonov, A., Arsenin, V., 1977. Solutions of ill-posed problems. Vh
Winston.

[56] Turk, M., Pentland, A., 1991. Eigenfaces for recognition. Journal of Cog-
nitive Neuroscience 3 (1), 71–86.

[57] Vedaldi, A., Fulkerson, B., 2010. VLFeat - An open and portable library
of computer vision algorithms. Design 3, 1–4.

[58] Wagner, A., Wright, J., Ganesh, A., Zhou, Z., Mobahi, H., Ma, Y., 2012.
Toward a practical face recognition system: Robust alignment and illumi-
nation by sparse representation. IEEE Transactions on Pattern Analysis
and Machine Intelligence 34, 372–386.

[59] Wang, J., Lu, C., Wang, M., Li, P., Yan, S., Hu, X., 2014. Robust face
recognition via adaptive sparse representation. Cybernetics, IEEE Trans-
actions on 44 (12), 2368–2378.

[60] Wang, Z., Chang, S., Yang, Y., Liu, D., Huang, T. S., 2016. Studying
very low resolution recognition using deep networks. In: Proceedings of
the IEEE Conference on Computer Vision and Pattern Recognition. pp.
4792–4800.

[61] Wang, Z., Liu, D., Yang, J., Han, W., Huang, T., 2015. Deep networks
for image super-resolution with sparse prior. In: 2015 IEEE International
Conference on Computer Vision (ICCV). pp. 370–378.

[62] Wang, Z., Miao, Z., Jonathan Wu, Q. M., Wan, Y., Tang, Z., 2014. Low-
resolution face recognition: a review. Visual Computer 30 (4), 359–386.

[63] Wei, X., Li, C.-T., Hu, Y., 2012. Robust face recognition under vary-
ing illumination and occlusion considering structured sparsity. In: Digital
Image Computing Techniques and Applications (DICTA), 2012 Interna-
tional Conference on. IEEE, pp. 1–7.

[64] Wright, J., a.Y. Yang, 2009. Robust face recognition via sparse represen-
tation. IEEE Transactions on Pattern Analysis and Machine Intelligence
31 (March), 210–227.

[65] Xiao, Y., Cao, Z., Wang, L., Li, T., 2017. Local phase quantization plus:
A principled method for embedding local phase quantization into fisher
vector for blurred image recognition. Information Sciences.

[66] Xu, Y., Zhang, D., Yang, J., Yang, J.-Y., 2011. A two-phase test sample
sparse representation method for use with face recognition. Circuits and
Systems for Video Technology, IEEE Transactions on 21 (9), 1255–1262.

[67] Yang, J., Wright, J., Huang, T. S., Ma, Y., 2010. Image super-
resolution via sparse representation. IEEE Transactions on Image Pro-
cessing 19 (11), 2861–2873.

[68] Yang, J., Wright, J., Huang, T. S., Ma, Y., 2010. Image super-
resolution via sparse representation. IEEE Transactions on Image Pro-
cessing 19 (11), 2861–2873.

[69] Yang, J., Zhang, D., Frangi, A. F., Yang, J.-y., 2004. Two-dimensional
pca: a new approach to appearance-based face representation and recog-
nition. IEEE transactions on pattern analysis and machine intelligence
26 (1), 131–137.

[70] Yuan, L., Sun, J., Quan, L., Shum, H.-Y., 2008. Progressive inter-scale
and intra-scale non-blind image deconvolution. In: ACM Transactions on
Graphics (TOG). ACM, p. 74.

[71] Zhang, Z., Xu, Y., Yang, J., Li, X., Zhang, D., 2015. A survey of sparse
representation: algorithms and applications. IEEE access 3, 490–530.

[72] Zhu, X., Milanfar, P., 2009. A no-reference sharpness metric sensitive to
blur and noise. 2009 International Workshop on Quality of Multimedia
Experience, QoMEx 2009 2 (3), 64–69.

[73] Zou, W. W. W., Yuen, P. C., Jan 2012. Very low resolution face recogni-
tion problem. IEEE Transactions on Image Processing 21 (1), 327–340.

14


