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Abstract. Detection of visual landmarks is an important problem in
the development of automated, vision-based agents working on unstructured environments. In this paper, we present an unsupervised approach
to select and to detect landmarks in images coming from a video stream.
Our approach integrates three main visual mechanisms: attention, area
segmentation, and landmark characterization. In particular, we demonstrate that an incorrect segmentation of a landmark produces severe
problems in the next steps of the analysis, and that by using multiple
segmentation algorithms we can greatly increase the robustness of the
system. We test our approach with encouraging results in two image sets
taken in real world scenarios. We obtained a signiﬁcant 52% increase in
recognition when using the multiple segmentation approach with respect
to using single segmentation algorithms.

1

Introduction

Vision is an attractive option to provide an intelligent agent with the type of
perceptual capabilities that it needs to deal with the complexity of an unstructured natural environment. The robustness and ﬂexibility exhibited by most
seeing beings is a clear proof of the advantages of an appropriate visual system. In particular, the selection and detection of relevant visual landmarks is a
highly valuable perceptual capability. In eﬀect, the ability to select relevant visual patches from an input image, such that, they can be detected in subsequent
images, is a useful tool for a wide variety of applications, such as video editing,
place and object recognition, or mapping and localization by a mobile agent.
In this paper we present an unsupervised method for the automatic selection
and subsequent detection of suitable visual landmarks from images coming from
a video stream. To achieve this goal, we frame the problem of landmark detection
as a pure bottom-up process based on low level visual features such as shape,
color, or spatial continuity. The goal is to select interesting, meaningful, and
useful landmarks.
We base our approach on the integration of three main mechanisms: visual
attention, area segmentation, and landmark characterization. Visual attention
provides the selection mechanism to focus the processing on the most salient
parts of the input image. This eliminates the detection of irrelevant landmarks
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and reduces computational costs signiﬁcantly. Area segmentation provides the
detection mechanism to delimite the spanning area of each salient region. This
spanning area deﬁnes the scope of each relevant landmark. Finally, the landmark
characterization mechanism provides a set of speciﬁc features for each landmark.
These features allow the system to recognize and distinguish each landmark from
others in subsequent images.
Considerable eﬀort has been put on ﬁnding solutions to each of the individual
visual mechanisms mentioned above. Interesting results have been found [13] [11],
but the interaction of these steps has not been deeply pursued. In our study, we
compare the set of landmarks detected in a image with a database of previously
stored landmarks. In this case, a poor integration of attention, segmentation,
and characterization reduces the eﬃciency and robustness of the algorithm.
In particular, we believe that an incorrect segmentation of a landmark produces severe problems in the next steps of the image analysis. An inaccurate
segmentation may cause that the characterization of the landmark is imprecise,
more complex, or even erroneous. For example, an incorrect segmentation of a
landmark, that includes parts of the background in the segmented area, may
lead to situations where the system only detects the landmark when the speciﬁc
background is present, or even worse, can lead to situations where the system
confuses the landmark with parts of the background image.
This paper addresses the integration problem, focusing on the segmentation
problem mentioned above. Our hypothesis is that no segmentation algorithm can
work correctly in every situation, so multiple segmentation algorithms need to be
used to obtain a correct landmark from the attended spot. The best segmentation
can then be used in the future to avoid the mentioned problems.
This document is organized as follows. Section 2 provides background information and describes previous work on the three processing steps mentioned.
Section 3 presents the proposed method and relevant implementation details.
Section 4 presents our empirical results. Finally, Section 5 presents the main
conclusions of this work and future work on this topic.

2

Previous Work

In the computer vision literature, there is an extensive list of works that individually target the problems of attention, segmentation, and characterization. We
brieﬂy review some relevant works in each area. We also review some relevant
works in the area of landmark selection and detection.
Attention is the process of selecting visual information from an image based
on a measurement of saliency. Previous work in this area includes several models of visual attention. Tsotsos et al. [12] selectively tuned neuron models at the
salient location with top-down mechanisms, and winner-take-all networks. Itti et
al. [4] introduced a model for selecting locations from a saliency map according
to decreasing saliency. Sun and Fisher [11] extended Duncan’s Integrated Competition Hypothesis [2] with a framework for location-based and object-based
attention using grouping.
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Segmentation is the process of identifying regions of an image that share
some common characteristics like color, texture, shape, etc. There are many
techniques used in segmentation and a lot of research is being done in the topic
every day. Common approaches to the problem include thresholding, clustering, region growing, and boundary-based techniques. Given space constraints,
we refer the reader to [8] for a comprehensive overview and comparison of segmentation methods.
Characterization is the process of ﬁnding a set of descriptors or features that
provide an easy and robust identiﬁcation of each landmark. Several algorithms
have been used for this purpose; structural descriptions [1], texture and color
descriptors (such as histograms) [9], among others. One of the most relevant
trends in this area tries to ﬁnd the presence of stable features in the input
image. These features should be stable even with slight variations on the input,
such as, changes in lighting conditions, ﬁeld of view, or partial occlusions. This
approach became very popular after Harris and Stephens [3] presented their
corner detector. Recently, Lowe [6] presented a reﬁnement of this idea, called the
Scale Invariant Feature Transform (SIFT), which achieved a lot of popularity in
recent years due to its success in several applications.
In the context of landmark selection and detection, most of the previous approaches focus mainly on the detection problem [10]. In these cases, the selection
process operates in a supervised way using visual models for speciﬁc, manually
selected, landmarks. Recently, Karlsson et al. [5] presented a solution for the
robot localization and navigation problem based on SIFT features. This system
is capable of creating visual landmarks dynamically and of recognizing these
landmarks, afterwards, with enough robustness to provide real-time robot localization. In contrast to our approach, this work does not use attention mechanisms
and a landmark is characterized by the SIFT features of the complete image.
Walther et al. [14] used a similar approach to detect moving objects with a
remotely operated underwater vehicle equipped with a video camera. The inﬂuence of saliency on recognition was also proven by Walther et al. [13], but the
inﬂuence of the segmentation process has not been determined yet.

3

Our Approach

As mentioned earlier, our goal is to create an unsupervised method for the selection and subsequent detection of visual landmarks. We believe that a correct
segmentation can help to avoid false detections and wrong data associations.
Our hypothesis is that no single segmentation algorithm may provide enough
robustness to achieve satisfactory results.
In this section, we present a method that integrates landmark selection, via
attention guided search for salient image locations, and landmark detection, via
multiple segmentations around the relevant image locations. As an additional
step, each segmented landmark is characterized by a set of highly discriminative
visual features that facilitates detection and avoids problems related to wrong
data associations. We explain in detail each of the main steps of our approach.
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Attention

We use the bottom-up saliency map of Itti et al. [4] to extract salient locations
from an input image. In our implementation, we modify the original algorithm by
introducing an adaptive scheme that dynamically selects an appropriate number
of relevant salient locations. We select this algorithm because of its emulation
of primate attention mechanisms, which provides landmarks that are consistent
with the kind of objects a human being would ﬁnd important. This feature
facilitates the evaluation of the relevancy of the detected landmarks. A brief
explanation of the algorithm follows.
Each image is processed to extract multi-scale maps of orientation, intensity,
and color. After computation of center-surround diﬀerences, the algorithm creates feature maps for each scale. These maps are then combined to form a color
map, an intensity map, and an orientation map. The maps are grayscale representations, where bright areas mean highly salient locations. A single saliency
map is obtained by merging these individual conspicuity maps. Once the saliency
map has been extracted a winner-take-all (WTA) neural network is used to extract the image coordinates of the center of the most salient location. Then an
inhibition-of-return method is applied to prevent the selection of the same location multiple times. The WTA neural network iterates several times over the
saliency map obtaining the potential location of the relevant landmarks.
In the original implementation, the algorithm has no limitations on the number of locations to obtain. The saliency map is normalized after each iteration,
therefore, a new salient location can be found every time. Previous approaches
have ﬁxed the number of locations to ﬁnd in each image [13]. The problem is
that images from diﬀerent scenarios produce a highly variable number of relevant
locations, so an adaptive scheme is needed.
In our implementation, we adapt the number of locations detected by limiting
the evolution of the WTA neural network that ﬁnds each salient location. The
key observation is that the evolution time required by the network to ﬁnd a
salient location is proportional to the intensity and distribution of saliency in
the saliency map. In other words, the network will take less time to evolve on
an image with distinctive and interesting objects. In this way, we calibrate the
evolution time on the WTA network according to the distribution of bright
pixels in the saliency map using training images. As a training criteria we use
the average evolution time to match the number of relevant landmarks detected
by a human operator in the training images.
3.2

Segmentation

Although a large amount of research has been made on segmentation, there is
not yet a complete solution to cope with landmark segmentation in unstructured
environments. Every segmentation algorithm can cope with certain situations
but fail to produce an adequate result in others. Since we can not predict the
situations the input can produce a priori, we can use multiple segmentation
algorithms to increase the adaptability and robustness of our landmark detection
algorithm.
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We select two existing segmentation algorithms to ﬁnd the area deﬁned by the
underlying landmarks. Our goal is to prove that the quality of the segmentation
greatly inﬂuences the posterior usefulness of each landmark and that, depending on the situation, one segmentation criteria can produce a better result than
the other. Both algorithms were selected because of their simplicity and good
computational performance. Each of them relies on highly independent visual
information, therefore, we expect that their behaviors may be diﬀerent depending on input conditions. We refer to these two algorithms as the color based
segmentation algorithm and the saliency based segmentation algorithm.
The color based segmentation algorithm is based on a technique proposed in
[7] to segment color food images. The original algorithm includes three main
steps. First, a grayscale image is obtained from the input using an optimal
linear combination of the RGB components found in the pixels around a speciﬁc
image location. Then, a global threshold is estimated using a statistical approach.
Finally, a morphological operation is used to ﬁll possible holes that may appear
in the ﬁnal segmented area.
In terms of our application, one of the advantages of the previous algorithm
is that it does not segment the full input image but only extracts a single object
from it. Furthermore, one of the main problems of the original algorithm is
ﬁnding a suitable image region to calibrate its color model. This is easily solved
in our implementation by automatically calibrating the parameters of the color
model using as foreground the area around a salient location.
The saliency based segmentation algorithm is based on a technique proposed
in [13]. This algorithm was designed to work directly with the attention model
used in our approach, so its application to our case is straightforward. In its operation, the algorithm ﬁnds the feature map that has the greatest inﬂuence over
the selected part of the saliency map. Since in our case, the feature maps were
already computed, this is done very eﬃciently. Then, the binary segmentation
is extracted, re-scaled to match the saliency map, and smoothed. The resulting
shape is a good approximation to the area occupied by the underlying landmark,
or at least the part of the object that caught the attention in the ﬁrst place.
Although this algorithm includes a color saliency map in its process, the color
model diﬀers from the model used by the color based segmentation algorithm.
3.3

Characterization

For the characterization of the segmented patches, we use the SIFT feature
extraction algorithm [6]. This algorithm provides highly discriminative features
that, to some extent, are robust to the presence of aﬃne distortion, noise, changes
of viewpoint, and changes in illumination. Furthermore, when several features
are extracted from a single object, the redundancy in information provides a
robust detection even when only a subset of the features are visible due to
partial occlusion. For details about the algorithm, we refer the reader to the
original paper [6].
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Integration

To accomplish our goal of unsupervised selection and subsequent detection of
landmarks, we need to integrate the three steps described above. Figure 1 shows
our complete integration scheme.

Fig. 1. Schematic operation of our approach. It integrates attention, segmentation, and
characterization mechanisms for unsupervised recognition of relevant visual landmarks.

An input image is received and then its saliency map is computed by the
attention algorithm. The ﬁrst salient location is extracted, and the saliency
and color segmentation algorithms are used to extract landmark candidates.
Inhibition of return is calculated from the shape of the segmented landmarks
and applied to the saliency map. This avoids selecting the same location in
posterior iterations. The previous steps are repeated until the time to evolve
the WTA network indicates that there are no more relevant salient regions
to consider.
After the segmentation, SIFT features are extracted for each of the candidate
landmarks. These features are then compared to the features of the landmarks
in our database, which at the beginning of the process is empty. If there is a
match, we modify our record about the number of times the landmark has been
successfully recognized by the system. Otherwise we add both candidates to
the database provided that certain constraints are satisﬁed. Our premise is to
keep in the database only landmarks that are highly distintive and easy to detect.
According to this, for each landmark we just accept SIFT features whose strength
is about a ﬁxed threshold. Furthermore, we require the number of relevant SIFT
features found in each landmark to surpass a given threshold. In our algorithm,
we require a minimum of 12 SIFT features to add a landmark to the database.
Our experiments indicate that landmarks with fewer features usually do not
produce enough matches to trigger a robust detection.
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Results
Test

We created two diﬀerent video sequences to test our algorithm. The ﬁrst sequence
corresponds to 185 images taken from three diﬀerent rooms inside a house with
a digital camera, at a resolution of 640x480 pixels (See Figure 2a). To test
the robustness of the algorithm we consider images from diﬀerent viewpoints,
rotations, illuminations, and even blur produced by the motion of the camera.
The second sequence consists of images taken in an indoor oﬃce environment
(See Figure 2b). In this case, 875 images where automatically taken by a mobile
robot when it navigated around a large section of corridors and a main hall. This
set of images do not feature much illumination changes but they show moving
objects.
4.2

Results

We independently applied our approach to each of the video sequences mentioned
above. Figures 2a) and b) show images that highlight the typical landmarks detected in each sequence. Figure 2c) shows two landmarks that are aggregated
to the database. Figure 2d) shows the detection of these landmarks in a posterior frame captured from a diﬀerent position. Rectangles with identiﬁcation labels are superimposed around new landmarks (ADD) and recognized landmarks
(REC). After processing the full input, we obtained a database containing 258
landmarks for the home test set, divided between saliency landmarks and color
landmarks. The oﬃce test set, meanwhile, produced a total of 535 landmarks.
These databases were dynamically created in a complete unsupervised way by
our system.
To test the relevance of using multiple segmentations, we counted the number
of successful recognitions achieved by each segmentation algorithm over each
landmark added to the database. Here, it is important to note that for a given
salient region, each segmentation algorithm provides a diﬀerent image patch to
deﬁne the corresponding landmark.
Figure 3 shows the number of recognitions for some of the landmarks in the
home data set. The diﬀerences in the heights of each pair of adjacent bars show
that no segmentation algorithm is clearly the best option. We observed that
in both training sets, recognition results vary considerably depending on the
segmentation algorithm and the attended location.
Next, we compared the recognition results achieved by using both segmentation algorithms together with respect to using each segmentation algorithm
alone. We considered the number of times that each location was recognized
only by saliency landmarks, only by color landmarks, or by both of them. We
counted the case in which both segmentations recognize the landmark as one
detection. The results are shown in Table 1 and Table 2.
These results show that a multi-segmentation approach can add substantial
robustness to the landmark recognition. Although, the cooperative integration
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Fig. 2. a-b) Example images from both test sets. Relevant landmarks on each image are
correctly detected. c) Two detected landmarks are added to the database. d) The two
detected landmarks are recognized in a posterior frame taken from a diﬀerent position.

Fig. 3. Landmark recognitions for the home data set. Recognition depends on the
segmentation algorithm used.
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Table 1. Landmark recognitions

DataSet
Home
Oﬃce

Segmentation
Only Saliency
Only Color
248
270
272
275

Both
358
473

Table 2. Increase in recognition by using both segmentations

DataSet
Home
Oﬃce
Average

Increase
Over Saliency
Over Color
44.35
32.59
73.90
60.34
59.12
46.46

Average
38.47
67.12
52.79

of the segmentation algorithms presented here is simple, it results in a signiﬁcant
52% increase in recognition. More complex integration methods can be devised
to further increase the recognition rate.

5

Conclusions and Future Work

In this work, we presented an unsupervised method to select and to detect landmarks in images coming from a video stream. Our results indicated that we
achieved two main goals. First, we developed a robust working solution based
on three steps: (i) selection of interesting image locations by means of a saliency
algorithm, (ii) obtention of candidate landmarks using a multiple segmentation
approach, and (iii) characterization of landmarks and their recognition by means
of the SIFT algorithm and a database of previous detections. Second, we demonstrated that by using multiple segmentation algorithms, we can greatly increase
the robustness of the system.
Our implementation showed a robust operation in real-world video streams
without human supervision. The three main steps of the algorithm provided
the necessary abstractions to obtain landmarks that were automatically selected
and consistently detected in posterior images. Furthermore, the use of a saliency
algorithm that emulates human physiology allowed us to obtain landmarks with
a good correspondence with the underlying objects described by a human being.
It was shown that recognition results were in fact greatly inﬂuenced by the
original segmentation utilized to generate a landmark. It was also demonstrated
that segmentation algorithms can be very unstable and susceptible to worstcase scenarios, but that a mix of segmentations originating from diﬀerent visual
information can provide the necessary synergy to obtain adequate overall robustness. Hence our conclusion is that a multiple-segmentation approach can greatly
increase landmark recognition.
As future work, new segmentation algorithms based on visual cues, such as
depth or texture, can be added to the algorithm to increase its robustness.
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Also, an important addition is to include learning schemes to determine a priori
which segmentation algorithm may perform well in each case. If so, segmentation
algorithms can be activated an deactivated dynamically to save computational
cost and also to diminish the information actually stored in the database. On
other hand, the saliency algorithm, which uses only bottom-up information from
the input image, can be improved by means of top-down information.

Acknowledgments
This work was funded by FONDECYT grant 1050653. We would like to thank
Luis Rueda and Anita Araneda for the valuable feedback in the preparation of
this paper.

References
1. I. Biederman. Recognition by components: a theory of human image understanding.
Psychological Review, 94(2):115–147, 1987.
2. J. Duncan. Integrated mechanisms of selective attention. Current Opinion in
Biology, 7:255–261, 1997.
3. S. Harris. A combined corner and edge detector. pages 147–151, 1988.
4. L. Itti, C. Koch, and E. Niebur. A model of saliency-based visual attention for rapid
scene analysis. IEEE Transactions on Pattern Analysis and Machine Intelligence,
20(11):1254–1259, 1998.
5. N. Karlsson, L. Goncalves, M. Munich, and P. Pirjanian. The vslam algorithm for
navigation in natural environments. Korean Robotics Society Review, 2(1):51–67,
2005.
6. D. Lowe. Distinctive image features from scale-invariant keypoints. International
Journal of Computer Vision, 60(2):91–110, 2004.
7. D. Mery and F. Pedreschi. Segmentation of colour food images using a robust
algorithm. Journal of Food engineering, 66:353–360, 2004.
8. X. Munoz. Image segmentation integrating colour, texture and boundary information. PhD thesis, Universitat de Girona, 2002.
9. B. Schiele and J. Crowley. Combining color, shape, and texture histogramming
in a neurally-inspired approach to visual object recognition. Neural Computation,
9:777–804, 1997.
10. A. Soto. A Probabilistic Approach for the Adaptive Integration of Multiple Visual
Cues Using an Agent Framework. PhD thesis, Robotics Institute, Carnegie Mellon
University, 2002.
11. Y. Sun and R. Fisher. Object-based visual attention for computer vision. Artificial
Intelligence, 146:77–123, 2003.
12. J. K. Tsotsos, S. Culhane, W. Wai, Y. Lai, N. Davis, and F. Nuﬂo. Modeling
visual-attention via selective tuning. Artificial Intelligence, 78(1-2):507–545, 1995.
13. D. Walther, U. Rutishauser, C. Koch, and P. Perona. Selective visual attention
enables learning and recognition of multiple objects in cluttered scenes. Computer
Vision and Image Understanding, 100:41–63, 2005.
14. D.R. Walther, D. Edgington and C. Koch. Detection and tracking of objects in
underwater video. pages 544–549, 2004.

