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Abstract
This work describes our experience developing a system
to access density and flow of people in large indoor spaces
using a network of RGB cameras. The proposed system is
based on a set of overlapped and calibrated cameras. This
facilitates the use of geometric constraints that help to reduce visual ambiguities. These constraints are combined
with classifiers based on visual appearance to produce an
efficient and robust method to detect and track humans. In
this work, we argue that flow and density of people are low
level measurements that need to be complemented with suitable analytic tools to bridge semantic gaps and become useful information for a target application. Consequently, we
also propose a set of analytic tools that help a human user
to effectively take advantage of the measurements provided
by the system. Finally, we report results that demonstrate
the relevance of the proposed ideas.

to low level measurements that need to be complemented
with suitable analytic tools to bridge semantic gaps and become useful information for a target application. In this
sense, we argue that a common limitation of computer vision systems is to consider the technology as an end, but
not as a medium to satisfy the real needs of a target application. Consequently, we dedicate special attention to the
development of suitable analytic tools that can help a human analyst to effectively use the measurements provided
by the proposed system. To achieve this goal, we use synoptic maps to represent the main flow and density patterns
in the target space, as well as, data mining techniques to
extract common trajectories.
The main contributions of this work are: i) A novel and
efficient combination of visual appearance and geometric
techniques to produce an effective approach to access density and flow of people in a calibrated camera network, and
ii) To propose a software architecture and analytic tools to
effectively manage and use the information provided by the
proposed system.

1. Introduction
This work describes our experience developing a computer vision system to access density and flow of people in
large indoor spaces, such as big box retail stores and office
environments. The system is based on a network of RGB
cameras distributed through the environment. As a distinctive feature, we use a set of overlapped and calibrated cameras. Additionally, exploiting application constraints, we
simplify the geometry of the problem by assuming that all
motions occur over a planar ground floor. This setup allows
us to exploit geometric constraints to facilitate and complement the operation of inductive machine learning models based on visual appearance descriptors. We argue that
while appearance models are currently the most successful approach to perform visual recognition tasks [12, 16],
geometric information is key to increase efficiency and to
reduce visual ambiguities.
While accessing flow and density of people in wide
spaces is a challenging and relevant goal, these correspond

2. Related Work
There is a large body of literature related to people detection and tracking, as these are highly active research topics in the area of visual recognition. We refer the reader to
[9, 35] for extensive reviews of recent advances in these areas. Here, we briefly review some relevant work using static
cameras and monocular vision.
In terms of target detection, seminal works include
[7, 12, 6]. Several works have tackled specific aspects related to human detection. Dollar et al. propose a pedestrian
detector that optimizes speed of execution [8]. Wang et al.
present a human detector that can handle partial occlusion
[31]. Enzweiler et al. propose a method that combines
multiple visual cues for human detection [11]. Closely
related to our human detection approach, but in the context of object recognition, [34] shows that a combination
of sparse coding, spatial pyramidal decomposition, maxpooling, and a high dimensional linear classifier provide a

also assume that intrinsic camera parameters do not change
and depend only on camera properties. These properties are
defined by the camera matrix:
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Figure 1. System overview. A set of overlapped and calibrated
top-view cameras feed a set of classifiers that exploit geometric
constraints and visual appearance descriptors to detect and track
human circulating in a target space.

powerful scheme to perform visual recognition.
Regarding tracking, boosting techniques have shown
good performance, such as the MIL-boost tracker [3]. Santner et al. propose a method to perform fast online tracking
[24]. Stalder et al. propose a method to improve results of
tracking by detection methods [26]. Considering the case of
multiple targets, Berclaz et al. [4] propose an efficient tracking method based on linear programming. Yang and Nevetia propose a method based on conditional random fields
[33]. Closely related to our approach, Andriyenko et al. [2]
propose a method based on Markov random fields (MRFs)
to track multiple targets. In terms of tracking with a multicamera system, Hofmann and Gavrila present a method that
uses multiple views to detect humans and to estimate their
poses [14]. Recently, Liem and Gavrila propose a method
for joint multiple person detection and tracking using multiple overlapping cameras [19]. In our case, we use a set
of overlapping and calibrated cameras. As we explain later,
this configuration offers several advantages to reduce computational load, and to increase human detection and tracking performance.

3. System Overview
We divide the presentation of the proposed system according to its 4 main components: i) camera network, ii)
detection algorithm, iii) tracking algorithm, and iv) visualization and analysis tools.

3.1. Camera network
Figure 1 shows a diagram of the intended system. This
is composed of a network of RGB cameras that provide top
views and full coverage of the working space. We facilitate the camera calibration process by assuming that: i) All
cameras stand at the same horizontal plane Z = Ztop , and
ii) People move in a horizontal plane Z = Z0 = 0. We

where αx and αy are scaling factors, f corresponds to the
focal distance, (u0 , v0 ) is the principal point, R is the rotation matrix, and T is the translation vector. To calibrate the
camera network, we compute the corresponding extrinsic
parameters defined by R and T. Specifically, let the multiple
camera system be composed of N cameras: C1 , . . . , CN .
We use a set of reference points to compute the geometric
model that relates world homogeneous coordinates Mij to
2D image homogeneous coordinates mij = [xij yij 1]T in
each camera view Ij . In this way, each camera Cj relates
its image coordinates by a transformation λmij = Pj Mij ,
where λ is a scale factor and Pj corresponds to the 3 × 4
calibration matrix for camera Cj [28].
In terms of camera placement, we define a coverage
and an overlap function that allow us to position the cameras according to application constraints. Specifically, let
CV : S → [0, 1] be the coverage function, where S corresponds to an input stimulus p ∈ R3 (real world coordinates). We define CV(p) = 1 if stimulus p is observable
by at least one camera, and 0 otherwise [21]. By manually defining a ground floor map of the target space (see
Figure 4), we obtain a dense grid of floor points M ∈ R3 ,
corresponding to the circulation areas. For each position in
this grid, we simulate a 3D bounding box corresponding to
the volume occupied by an average size person standing in
that position. By projecting these bounding boxes into the
neighboring cameras, we obtain the area covered by each
camera view, where we define CV = 1 only for bounding
boxes totally covered by the corresponding image view. Denoting by CV(Mi ) the area covered by camera Ci , we define
the total coverage and overlap of the camera system as:
P SN
( i=1 CV(Mi ))
(2)
Coverage =
m
P TN
( i=1 CV(Mi ))
Overlap =
(3)
m
where N corresponds to the number of cameras in the system and m is the total number of stimulus in M. We use
these functions to simulate different camera positions and to
obtain a configuration that satisfies application constraints.

3.2. Human detection algorithm
The fundamental task of the proposed system is the continuous detection of all people circulating the target environment. Specifically, we focus our human detection algorithm to identify people in upright position and to operate

Figure 2. Example of a target scenario for our human detection
system and the resulting bounding boxes indicating valid detections.

on images captured from top-view cameras. Figure 2 shows
an example of an image captured in one of our testing scenarios and the corresponding bounding boxes indicating the
people detected by the proposed technique.
We describe next the main tasks developed to build and
apply our human detector: i) collecting labeled data, ii)
learning dictionary of mid-level features, iii) training classifier for human detection, and iv) applying the classifier.
3.2.1

Collecting labeled data: training set

We use the video annotation toolkit Vatic [30] to manually
label with 2D bounding boxes all people appearing in a set
of training video sequences. These videos are captured under different camera views and several representative scenarios of our target application. Vatic incorporates an interpolation mechanism that automatically infers bounding box
positions between locations where the intended target exhibits a linear motion. This allows us to reduce the complexity of manually labeling every frame in each input video.
Our current training dataset is composed of more than
20,000 bounding boxes displaying humans under different
appearance, pose, and scale conditions. Furthermore, each
bounding box includes an extra binary annotation indicating
if the target is under full visibility or under partial occlusion.
We complement this dataset with a set of negative examples
randomly sampled from images that do not contain the presence of humans.
3.2.2

Learning dictionary of mid-level features

We first obtain a low-level representation of each bounding
box in the training set. To achieve this, each bounding box
is first scaled to a normalized size of 128x64 pixels. Then,
each bounding box is divided into a set of horizontal spatial
areas or bands. In our experiments, we obtain good results
by diving each bounding box into a set of 7 non-overlapped
and equally sized horizontal bands. For each band, we apply a sliding window process and a step size of 8 pixels to
extract a set of patches of 16x16 pixels. Finally, following [7], we use histograms of gradients (HoGs) as low level

descriptors to represent each of these patches.
Afterwards, we use sparse coding techniques [10] to
independently obtain a mid-level representation for the
patches in each horizontal band. Briefly, sparse coding techniques model the data as a sparse linear combination of a set
of overcomplete basis vectors. Each of these basis vectors
is denominated an atom and, jointly, they form a dictionary
to represent the data. Recently, these techniques have received wide attention in the computer vision community,
mainly due to their attractive properties to generate informative feature representations [32] [34].
In our case, the set of all patches extracted from a specific
horizontal band is used to obtain each dictionary. Specifically, let Yj be the set of HoG descriptors corresponding to
patches extracted from horizontal spatial band j in bounding boxes containing humans. We obtain dictionary Dj for
horizontal spatial band j by using the K-SVD algorithm [1]
to solve:
min kYj − Dj Xj k2F s.t. kxi k0 ≤ λ, ∀i ∈ [1, . . . , ns ]

Dj ,Xj

(4)
where k · k2F corresponds to the squared Frobenius norm,
Yj ∈ <m×ns is a matrix containing the training patches in
column form, m is the dimensionality of the HoG descriptor, and ns is the total number of patches sampled from horizontal band j. Xj ∈ <na ×ns contains the reconstruction
coefficients, where na is the number of atoms in dictionary
Dj ∈ <m×na . Finally, the restriction on the pseudo-norm
`0 (kxi k0 ) indicates that the number of nonzero entries in
each column xi ∈ Xj must not exceed threshold λ.
3.2.3

Training classifier for human detection

To train our human detector, we use our 2-class labeled
dataset corresponding to bounding boxes displaying human
and background images. We obtain a feature descriptor for
each bounding box using the set of mid-level dictionaries
Dj . Specifically, as before, we first scale all the training
bounding boxes to 128x64 pixels and divide them using 7
horizontal spatial bands. Afterwards, following [18], we
capture spatial information by applying to each horizontal
band a 3-level spatial pyramidal decomposition. To achieve
this, each horizontal band is successively divided into 4, 2,
and 1 non-overlapping and equally-sized areas. For each
of the 9 resulting areas, we extract patches of 16x16 pixels using a step size of 4 pixels. All patches from each
area are projected to the corresponding dictionary Dj and a
max-pooling operator is used over the resulting coefficients
to obtain the area descriptor. The previous process is repeated for each horizontal band. The final feature descriptor is given by the concatenation of the descriptors extracted
from all horizontal bands.
The previous strategy provides a high dimensional feature vector to represent each bounding box in the training

set. As pointed out before [34], for high dimensional visual
data a linear Support Vector Machine (SVM) classifier provides a good trade-off between classification accuracy and
computational efficiency. Consequently, we select a linear
SVM model that we train using a quadratic regularizer on
the weights and a hinge function as a penalization loss [5].
3.2.4

Applying the classifier

We apply the previous classifier to detect people in frames
coming from all the camera network. We use a frame rate
of 6 Hz. We apply the classifier in an off-line mode using a sliding window approach. To increase efficiency, we
severely prune the set of candidate windows by using geometric constraints and visual saliency techniques. Specifically, we use the following 2 mechanisms to filter-out candidate windows:
Binary flow mask: According to the field of view (FoV)
of each camera, there are image regions where the circulation of people is not possible. Our system has an initialization period, where a combination of geometric constraints, optical flow, and segmentation techniques, automatically detects image areas where people regularly circulate. Briefly, camera calibration is used to obtain an initial
segmentation of the ground plane. Afterwards, background
subtraction and optical flow techniques are executed by a
long period of time to detect areas with significant motion.
Blob detection and morphological operators are then used
to segment images areas where people circulates. The output of the previous process is a binary mask for each camera
view that indicates areas where the sliding window process
should be applied.
Person-ness detector: Following the idea of an objectness detector to quickly identify salient areas for object
recognition [20], we implement a fast person-ness detector.
Specifically, we use our 2-class labeled dataset to train a linear SVM detector that directly operates over low level HoG
features. We use this detector as a decision function f (I) to
implement the technique proposed in [17]. This technique
quickly identifies candidate windows for object detection.
In particular, we use f (I) to construct a quality bound function fˆ(I), as described in [17]. First, image region R is initialize to the full image size. Then, a quality function rearranges the summands of the decision function into positives,
f + (I), and negatives, f − (I). These are then evaluated on
the biggest, Rbig , and smallest, Rsmall , windows contained
in region R, such that fˆ(R) = f + (Rbig ) − f − (Rsmall ).
This is performed in O(1) operation. Then, using a branch
and bound scheme, region R is split and the quality bound
function is evaluated recursively until a maximum is found.
The resulting region is the best first search for a person in

image I. This region is then removed and the process is
repeated to search for a new detection.

3.3. Tracking with multiple cameras
The input to our multi-camera tracking technique is the
set of human detections performed on each camera view for
a period of T frames, where T is an adjustable parameter.
The initial step of our tracking technique exploits geometric
and appearance constraints to filter out noisy detections that
do not have a close match in neighboring camera views.
Specifically, let dij be the bounding box of detection i in
camera Cj . We transform each detection dij to world coordinates and estimate its spatial location Mij on the ground
plane Z = 0. We then consider every pair of candidates
detections coming from different cameras and whose projected points Mij onto the ground plane are within a radius
r. Next, a geometric filter based on epipolar lines discards
false pairs of detections. Finally, we compare the visual
similarity of each pair, discarding pairs that do not match
their visual appearance. We represent appearance by using
HoG and histograms in the HSV color space. We compare
the resulting descriptors using the χ2 distance. Detections
that appear in a single camera are represented using only
their projected points onto the ground-plane.
The second step of our tracking technique uses the resulting set of valid detections to infer the trajectory of each target. To achieve this, we implement a variation of the method
proposed in [2]. The model in [2] uses a MRF framework
to infer an optimal graph G∗ with the set of valid trajectories. Valid graphs G consider D nodes corresponding to the
set of valid detections, and candidate vertices V (djt , dkt+1 )
between detections djt and dkt+1 that are close in time. As
described in [2], the resulting MRF energy function is given
by (see [2] for details):
EdT (f ) ∝

X

X

Udj (l, T ) +
t

d∈D

d,d0 ∈V

Sd,d0 +

N
X

te
Êv,i
+ κhf

i=1

(5)
To optimize Eq. (5), [2] only considers the (x, y) positions
of the target detections. In contrast, we modify the energy
potential term U in Eq. (5) to include visual appearance
information [22]. Specifically, we assume a group of valid
features based on image regions. This leads to a new term
U given by (see [22] for details):
Udj (l, T ) = ctj ( pjt − Tl (t)
t

2

− α log(σ(yld wlT xjt )) + R(wl )

where R(wl ) is a penalization term based on a Group-Lasso
regularization. Feature vector xd for detection d is associated to a unique ordered pair (t, j), where t refers to time
and j to the frame of the detection. We estimate the number of trajectories N using the appearance distance among
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Figure 3. Diagram of the Extract-Transform-Load process.

pairs of detections as described above. By considering N
possible trajectories, we add an auxiliary class variable del
pending on label variable l ∈ (1, ..., N ), Y = (y1l , ..., yM
)
l
where each component yi ∈ {−1, +1} depends on the estimated trajectory label fi and is given by the expression
yil = 2 × I(l = fi ) − 1. We use a logistic regression
model for connecting class Y and feature variables X given
by Y = σ(W T X), where W ∈ <K×N and σ is a sigmoid function. We use an optimization scheme based on a
Group-Lasso regularized logistic regression to obtain an optimal set of weights W that maximizes the MRF likelihood.
To infer the trajectory labels fi , we follow the optimization
process described in [2].

4. Visualization and analysis tools
4.1. User Interface
The techniques described above generate a set of people detections and corresponding trajectories mapped to the
ground floor Z0 . We complement these low level measurements with suitable visualization and analysis tools. Our
goal is to quickly answer queries and to extract patterns related to relevant events, such as popular trajectories, most
visited places, and so on. As we explain next, this implies
the implementation of an efficient data management system
and suitable user interfaces that facilitate data analysis.

4.2. Data Warehouse (DW)
Detections are stored in plain text using an XML format. Relevant information includes: person id, time stamp,
ground plane coordinates, camera(s) and video frame number corresponding to the detection, bounding box coordinates of the detection, among others. Detections from each
camera are stored in independent XML files. We use the
Extract-Transform-Load (ETL) tool Talend [13] to aggregate and store data into a PostgreSQL DW. This DW is the
core unit to feed our bussiness intelligence (BI) software
and custom views.
Data is stored using a star model where “detections” is
the main dimension table, and attribute tables related to
it include “persons”, “departments”, and “frames”, among
others.

We develop a web-based dashboard to display the detection data. We develop pluggable modules that display views
provided by the BI software Tableau [25] and custom interfaces developed by our group. The aim of the dashboard
is to provide a summarized analysis of the large amount of
data generated by the system. Figures 4 and 5 show the
output of the dashboard. It includes five main areas: A1)
Displays the ground plane of the environment and a density heatmap to identify zones with higher concentration of
people, A2) Allows the user to watch the video of any camera including the detection boxes, A3) Displays evolution of
people density in a selected zone, A4) Displays people flow
in a selected zone, and A5) Displays a histogram of the time
that people spend in a selected zone.

4.4. Clustering of trajectories
To effectively take advantage of the measurements provided by the proposed system, we develop a clustering algorithm to infer the most popular trajectories. This is a complex task because sequential order and time duration of each
trajectory must be considered to obtain relevant clusters.
Furthermore, trajectories can follow arbitrary shapes. We
propose an adaptive clustering algorithm based on velocity
fields as in [15]. Each cluster is represented by a velocity
field using a Gaussian Process (GP) prior [23]. Each trajectory is modeled as a Dirichlet Process (DP) mixture of
velocity fields [29]. By using velocity fields instead of absolute positions, we take into account the time duration of
each trajectory. Furthermore, the flexibility of GPs allows
to model arbitrary trajectory shapes. In addition, DP models provide an adaptive estimation of the number of clusters.
Next, we briefly describe the proposed clustering approach.
Following the output of our tracking system, we use as
input a collection of detections given as (p, t) points in R3 ,
where p = (x, y) represents the coordinates of the detection
with respect to a Cartesian system attached to the ground,
and t represents time. We also assume that we have an ID
for each detection, with a different ID for every detected
subject.

4.4.1

GP for velocity fields

A GP [23] is a mathematical tool to represent functions
y = f (p). In simple words, it fits a Gaussian distribution
to every available data point p, according to some measure
of the function value y and the values of the neighbors of p.
We use a GP to model the velocity field generated by each
cluster. Specifically, we model ∆p
∆t in each point of the XY
plane, so we do not need to explicitly consider time and detection rate for each trajectory. The mapping from locations

to velocities is given by a GP as:
∆p
|p, bj , Λtrain ∼ GP(p; θj )
∆t

(6)

where p is the (x, y) location, Λtrain refers to detection
data, and bj corresponds to the trajectory cluster represented
by θj . As mean and covariance functions of the GP, we use
m(p) = 0 and a squared exponential function, respectively.
4.4.2

Dirichlet Process Mixture

Giving the cluster label for each trajectory, the parameters
θj for each cluster can be easily estimated. The problem
arises when we do not know in advance the cluster label for
each trajectory. We use a DP mixture [29] as a prior over
partitions of trajectories. The number of partitions grows
when more data is observed, so the number of clusters
adapts to the complexity of data. Using the stick-breaking
construction, a DP mixture over GP can be written as
G(θ) =

∞
X

πj δ(θ − θj ),

θj ∼ H

j

π ∼ GEM(α),

p(bj ) = πj

(7)

zi ∼ π
∆p
|pi , zi = GP(pi , θzi )
∆t
where θj parametrizes a GP, H is the base distribution for
the parameters of each GP, πi is the weight of each GP in
the mixture model. The distribution of each πi is parameterized by α using a stick-breaking process denoted as GEM
[29], where α acts as a concentration parameter (small values produce a lower number of clusters).
4.4.3

Clustering algorithm

We use a Gibbs sampler to generate trajectory clusters. Similar to agglomerative clustering, we initialize each trajectory
as an independent cluster. In practice, we use fixed parameters θj for each cluster, as they are related to the range of
velocities of people in the space, assumed in a fixed range
for walking people (up to 5 km/h). The clustering output is
the labeling of the trajectories. More populated clusters indicate that these trajectories are more common. The output
of the clustering process includes a representative trajectory
corresponding to the mode of the cluster.

5. Results
This section presents initial results of the operation of
the proposed system for a deployment in our Department
of Computer Science (DCS). Figure 4 shows a map of the
setup that consists of a set of 12 RGB cameras covering

main corridors and halls. Given space constraints, we focus our presentation to illustrate the performance of 3 main
components of the proposed system: i) human detection
technique, ii) tracking technique, and iii) visualization and
analysis tools.

5.1. Human detection technique
We test the performance of our human detection classifier using a labeled dataset of 20.000 bounding boxes of the
class human (DCS dataset). We use half of these instances
for traing and half for test. We add a similar number of
training instances from the background class. Similar to
[12], during training we add 2 rounds of bootstrapping. At
each round we collect hard negative examples by applying
the current classifier to images that do not contains humans.
Table 1 shows average detection result for a 3-fold crossvalidation scheme. We also include the performance of 2
baseline techniques: i) A SVM model trained directly over
HoG features extracted using a 3-level pyramidal decomposition, as suggested in [18], and ii) The sparse coding technique proposed in [34]. For the case of our technique and
the method in [34], we use a mid-level dictionary of 1024
words.
Table 1. Performance of our human detection classifier and two
alternative approaches using DCS dataset.

Technique
Ours
Pyramidal HoG + SVM
Approach in [34]

Detection accuracy
94.4%
81.6%
89.2%

5.2. Tracking technique
Our tracking technique builds over the method proposed
in [2], therefore we use this method as a baseline. Both
methods use a discrete-continuous (DC) optimization technique, but our approach uses also visual features. Therefore we refer to our method as FDC and as DC to the original approach. In the evaluation, we use the datasets detailed in Table 2. These correspond to 2 public benchmark
datasets (TCA and TCR) and a new dataset from a hall in
our University campus (U-HALL). FDC uses features based
on texture and color information. We consider an arbitrary
group of features for all datasets corresponding to a 2x2
non-overlapping spatial grid.
Table 2. Datasets used to test tracking algorithms.

Dataset name
TUD-CAMP (TCA)
TUD-CROS (TCR)
U-HALL (UHA)

# frames
91
201
200

# persons
10
13
9

Scene
Street
Street
Hall

To quantify performance, we use the metrics described
in [27]: Multi-Object Tracking Accuracy (MOTA), Multi-

Figure 4. Heatmap display for DCS map (best viewed in color).

Object Tracking Precision (MOTP), and a normalized variant of MOTA (MOTAL).
Table 3. Tracking results for DC and FDC using different datasets
and evaluation metrics.

Dataset
TCA (DC)
TCA (FDC )
TCR (DC)
TCR (FDC )
UHA (DC)
UHA (FDC )

MOTAL
47.9
49.6
47.2
53.0
80.4
82.1

MOTA
43.7
45.9
42.8
47.4
75.3
76.1

MOTP
69.2
68.9
74.1
74.4
76.2
77.2

Table 2 shows that in terms of MOTAL and MOTA,
our technique is able to outperform the discrete-continuous
method by an average of 4% and 3%, respectively.

5.3. Visualization and analysis tools
5.3.1

Heatmaps and Dashboard

Our main heatmap-view displays concentration of people
according to a selected time and region of the target environment. It is also possible to reproduce the accumulated
evolution of densities. As an example, for the case of our
deployment at DCS, Figure 4 shows the accumulated concentration of people during a period of time. As expected,
zones with high concentration (red) correspond to office
doors and main entrances to the building, where it is common to find people that stay longer in the same position.
Figure 5 shows density and flow for a specific region of
the DCS map referred as corridor. Density and flow graphs
are consistent with the fact in the beginning of the period
there are very few people in the complete zone and they take
some time to arrive to the corridor, which is in the middle
of the map. Once they arrive, they stay together and interact
in some specific spots, as one can observe in Figure 4.
5.3.2

Clustering of trajectories

We test the clustering algorithm using synthetic data corresponding to trajectories of simulated customers inside a
supermarket. We define areas of the supermarket that corresponds to departments (beverages, fruits, etc.) and “only

Figure 5. Dashboard for section referred as corridor in DCS map.
N
Trajectories Clusters CPU time
10
600
10 (33)
00:05:31
40
5000
36 (138)
05:23:20
100
14500
87 (384)
17:43:55
Table 4. Clustering experiments over synthetic data, using variable number of real clusters (N). The column “Clusters” shows
the number of important and total clusters.

transit” hallways. Each trajectory is the execution of a shopping list. We generate N regular shopping lists, each one
corresponding to a cluster, and an extra noisy random list.
Every subject that enters the supermarket chooses one of
the N+1 possible shopping list with equal probability. Table 4 summarizes our experiments. We show the number
of important and total clusters generated by our algorithm.
A cluster is considered important if the average normalized likelihood of the trajectories that compose the cluster is
above a given threshold (0.05 in our setup) and the number
of trajectories inside the cluster is more than a threshold (10
in our experiments). We use 30 iterations of Gibbs sampler
for every N . We observe in Table 4 that our clustering algorithm produces a very similar number of important clusters
compared to the number of shopping lists. As the number of
shopping lists increases, the number of important clusters is
lower than N ; in these cases some small shopping lists are
absorbed by bigger ones that share items and shopping order of those items.

6. Conclusions
We present a system to access and analyze people density
and flow in indoor environments. As a main contribution the
proposed system integrates appearance and geometric models to increase efficiency and performance. Furthermore, it
incorporates suitable visualization and analysis tools to facilitate the use of the system.
In terms of appearance models for detection and tracking, our results indicate high performance rates and im-

provement with respect to alternative baseline techniques.
We believe that this is the result of a spatial decomposition
tuned to the target application, besides the use of suitable
constraints to eliminate spurious detections.
In terms of geometric constraints the use of as set of
overlapped and calibrated cameras facilitates the estimation
of a transformation from each camera view to a common
world coordinate system. This in turn facilitates the task of
matching targets among different views, as well as, to restrict the set of candidate spatial areas and scales to look for
targets in each 2D view.
In terms of the analysis tools, the proposed clustering
technique shows suitable results on a novel domain. In particular, the use of a non-parametric Bayesian technique allows us to effectively estimate complex trajectory and the
underlying number of clusters.
Acknowledgment: This work was partially funded by
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